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ARCHITECTURES AND PERFORMANCE

s the number of LAN switch-
es continues to proliferate, a
basic understanding of the
components of multilayer
switching architectures—what they are

and how they operate
bring this increasingly dynamic technol-
ogy sector into clearer focus.

The three main components to any
switching architecture include: the queu-
ing model, the switching implementation,
and the switching fabric itself. The guen-
ing model refers to the buffering and con-
gestion mechanisms designed to manage
congestion as it occurs within the switch-
ing device. Switching implementation
refers to the decision-making process
within the switch—how and where a
switching decision is made. The switch-
ing fabric is the path that data takes to
move from one port to another.

There are multiple ways to build each
of these components into a switching
architecture.

Queuing Models
Congestion management is required
when multiple ports contend for the
same port within a switch. Two questions
must be answered in terms of how queu-
ing has been built into a switch: whether
the switch uses a dynamic or fixed buffer
architecture, and where the buffers phys-
ically are placed.

A dynamic buffer architecture is one in
which the individual buffers are broken up
into small increments. This structure
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allows for very efficient use of buffering,
because more physical buffers can be pro-
vided than in fixed buffer architectures,
which are fixed to a maximum transmis-
sion unit (MTU) size.

Although often less expensive to build
than dynamic buffers, fixed buffer archi-
tectures are much less efficient. A fixed
buffer architecture fixes each individual
buffer to an MTU size. For example, in a
fixed buffer architecture where buffers are
2000 bytes, any frame significantly smaller
than the buffer nonetheless occupies a sin-
gle buffer, resulting in a waste of memory.

Looking at the second question, the
first place a buffer can be located is at the
input port. This placement is called input
queuing. It’s a relatively straightforward
mechanism but is extremely inefficient
because of “head-of-line” blocking issues.
This situation can reduce switch through-
put significantly.

To solve this problem, an alternative
buffering architecture known as output
queuing puts all the buffering for conges-
tion management at the outbound port.
This method is much more efficient than
input queuing, because it eliminates head-
of-line blocking and can overflow buffers
during peak traffic bursts.

A third buffering alternative is called
shared-memory queuing. This approach
places a central pool of buffer in mem-
ory that can be accessed by all ports in the
switch. Shared-memory queuing elimi-
nates head-of-line blocking—and has
the additional advantage of providing

maximum throughput with fewer buffers
than would be needed in per-port buffer-
ing schemes.

The final issue to be considered in
queuing models is how multiple queues
per port are handled. In multiple-queue
architectures designed primarily for qual-
ity of service, multiple queues can be
established at the port to differentiate
between critical and nonecritical data. This
design can be implemented in either out-
put or shared-memory models, but it
requires a scheduling or congestion avoid-
ance algorithm.

Switching Implementations

The two core elements to consider in dis-
cussing switching implementations are:
where and how the switching decision is
to be made. It may be made centrally—a
method called centralized switching—in
which case there is a central forwarding
table, typically controlled by an applica-
tion-specific integrated circuit (ASIC),
which performs Layer 2 or Layer 3
lookups. The ASIC implementation
must be able to look up into the table
extremely quickly, so that it doesn't
become a bottleneck.

A second method is called distributed
switching. In this method, a switching
decision can be made locally by a port—
or on a line card level, in the case of some
modular chassis. In distributed switching
models, address tables that have been dis-
tributed must be synchronized to account
for adds, moves, and changes. Without



the enterprise, a second authentication
system permits the user or router to per-
form certain actions and deny others.
Often, VPN tunneling provides suffi-
cient protection. But to assure confiden-
tiality, certain traffic traversing VPNs may
also require encryption. Because encryp-
tion comes at an overhead processing cost,
it should only be applied as necessary, tak-
ing into account the sensitivity of the
information and application characteris-
tics. While encrypting mission-critical
applications is always an excellent idea,
providers encrypting voice or video traf-
fic must provision networks that can
accommodate the processing requirement
and still deliver such time-sensitive appli-
cations with acceptable quality. There are
two encryption standards:
= [PScc encryption—an IETF standard
that supports 56-bit, 128-bit, or 256-bit

THREE ROLES OF VPNs
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encryption algorithms in IPSec client
software and supports certificate author-
ities and Internet Key Exchange (IKE)
negotiation. IPSec encryption can be
deployed in standalone environments
between clients, routers, and firewalls or
used in conjunction with L2TP tunnel-
ing in access VPNs.

MPPE—an informational IETF draft
from Microsoft that uses an RC4-based
encryption system. Microsoft Point-to-
Point Encryption (MPPE) is part of
Microsoft’s PPTP client software solu-
tion, and is useful in voluntary-mode
access VPN architectures.

Cisco 108 software supports 1PSec en-
cryption now, and later this year will sup-
port MPPE. Scalable encryption solutions
for both are available in the ISA encryp-
tion co-processor module. US federal
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SERVING DIFFERENT NEEDS: The access VPN reaches mobile users, while branch offices rely on an
intranet VPN to access intranet resources. Partners, suppliers, and customers participate in supply-
chain management and e-commerce through extranet VPNs.

regulations limit the export of encryption
technologies, so customers outside the
USA should ask their local Cisco office
about availability.

Quality of Service

Cisco I0OS software is unrivaled in its
portfolio of QoS mechanisms that deliver
true end-to-end priority services. QoS
lets service providers optimize valuable
WAN bandwidth and guarantee delivery
of mission-critical application traffic.
Traffic is marked before leaving the enter-
prise network. Policies are applied prior to
tunneling or to tunnels in the core. QoS
mechanisms interoperate with GRE, PPP,
and IPSec tunnels for traffic prioritization
and class-of-service offerings.

VPN Management and Provisioning

Service providers and enterprise managers
usually share management duties. For ser-
vice providers, Cisco is actively developing
Cisco Service Management (CSM), an
integrated, standards-based suite of appli-
cations that work together to efficiently
provision and operate VPN services.

On the enterprise side, the CiscoAssure
policy management system lets adminis-
trators consistently and automatically apply
and enforce security and quality-of-service
policies  throughout the network.
Enterprises also manage authentication,
authorization, and accounting (AAA) and
certificate authority systems that monitor
and control access to information resources.

What’s New?

While today’s VPN tunnels and encryp-
tion are proven techniques and enable
secure, reliable VPN services, over the
long term they cannot scale to sustain the
rising demand for services. Multiprotocol
Label Switching (MPLS) is a new IETF
standard based on Cisco Tag Switching
that enables the automated provisioning,
rapid rollout, and scalability features that
providers need to cost-effectively provision
access, intranet, and extranet VPN services
for everyone. Cisco is working closely with

Continued on page 94
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synchronization of the local tables with
the master table, tables may contain out-
of-date data and try to forward packets to
a port of exit that doesn'’t exist.

The next item to examine is how the
Layer 3 switching takes place. One com-
mon method is route caching, also known
as flow-based or demand-based switch-
ing. Route caching is a model in which a
table is built based on traffic flow into the
switch.

An alternative method of Layer 3
switching is based on a forwarding infor-
mation base (FIB). In a topology-based
switching implementation, the route
cache is prepopulated based on the infor-
mation in the routing table. Because the
cache is prepopulated without traffic hav-
ing to flow through the switch, lookups
can be done very quickly and need not be
based on traffic. This type of implemen-
tation is a more complicated architecture
to build, because the search algorithm
used to search the information base needs
to be highly efficient to avoid becoming
a bottleneck. Cisco’s topology-based
switching forwarding information basc is
called Cisco Express Forwarding (CEF).
To learn more about CEF, see “Expand
Your Switching Power,” page 62, and
“Well-Oiled Machines,” page 66.

Switching Fabrics
There are three main types of switching
fabrics. The first is a single-bus architec-
ture—a central fabric element within the
device that all the ports use to communi-
cate. Each port must arbitrate for access
to this fabric, because there is one central
switching element.

The second type of switching fabric is
a crossbar; it uses a mesh within the
switching fabric to connect all the ports or
all the line cards at high speed. Crossbars
can be highly efficient for “balanced traf-
fic.” (For instance, if Port 1 and Port 2 are
communicating, and Port 3 and Port 4 are
communicating, the crossbar directs those
conversations onto different paths.) One
of the key benefits of crossbars is the
ability to scale to significantly high band-
width and throughputs.
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Crossbars are more problematic when
broadcast and multicast or broadcast and
unicast occur simultaneously. The archi-
tecture must take special account of this
situation and “quiet” its entire fabric for
the multicast to occur. No unicast can be
transmitted when a broadcast or multicast
is taking place.

The final type of switching fabric is
called a shared-memory architecture.
Shared memory is a means of switching
packets into and out of memory using a
high-speed ASIC. Packets come into the
architecture; a switching core places them
in memory and then queues them to their

switching implementation is centralized
within the ASIC, with the line cards
connecting to the chip. The switching
engine provides 12 Gbps per line card.
For the Gigabit Ethernet module, this
bandwidth terminates at six Gigabit
Ethernet ports. (Note that the 12 Gbps
per slot accounts for full-duplex connec-
tivity.) For Fast Ethernet, a breakout
ASIC connects eight 10/100 ports, each
to a single gigabit port coming down
from the fabric.

In the Catalyst 4000, a packet enters
the switch and is stored in memory. The

ASIC looks up the MAC address in the

Because the cache is prepopulated
without traffic having to flow
through the switch, lookups can
be done very quickly....

outbound port. Buffering is internal to the
switching fabric in this architecture, and
buffers may be either fixed or dynamic—
with fewer buffers needed if the architec-
ture is nonblocking.

How Catalyst Switches Apply These
Components

To see how Cisco has applied these
architectural elements in its signature
examine several

switch line, let's

Catalyst” families of switches.

Catalyst 4000 Series
The Catalyst 4000 is a perfect example of
an entirely centralized
switching architecture.
Based on a completely
nonblocking  24-Gb
shared-memory fabric,
it features a switching
core ASIC responsible
for governing access
into and out of memo-

ry. The buffering and

MARCUS PHIPPS

forwarding table while the frame is in
memory, finds i, then sends the packet to
the appropriate output port.

In terms of buffering and congestion
control, the Catalyst 4000 uses an 8-MB
shared memory and has a centralized for-
warding engine in the main chip. This
engine is responsible for keeping track of
Layer 2 MAC addresses; for looking at
adds, moves, and changes; and for mak-
ing switch decisions when a frame comes
into a port.

Performance of the Catalyst 4003 at
10/100 Mbps for 96 ports is about 14.3
million packets per second (pps); for both

A seasoned Networkers speaker,
MARCUS PHIPPS created and
presented the Networkers ses-
sion, “LAN Switch Architectures and
Performance.” Phipps, who joined Cisco in
1995, has worked on the technical market-
ing aspects of all Catalyst enterprise
switches, including the Catalyst 4000,
5000, 6000, and 8500 series switches. To
contact him, e-mail mphipps@cisco.com.

PACKET : CISCO SYSTEMS 55



the Catalyst 4003 and 4912, at Gigabit
Ethernet for 12 ports, performance is
about 17.9 millien pps.

Catalyst 8500 Series
Catalyst 8500

routers also use a shared-memory archi-
tecture—a 10-Gb shared-memory fabric

in the Catalyst 8510, and 40 Gb in the

multiservice switch

CATALYST 8540 ARCHITECTURE
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serviced according to a specific manage-

ment policy if congestion occurs on the

outbound port.

Catalyst 8500 switches use a FIB for
Cisco Express Forwarding. A Route

Processor maintains the routing table and

computes the FIB via the routing proto-
cols. The FIB is downloaded to all of the
line cards. Having a copy of the FIB table,

Although the Catalyst 8500 is consid-
ered a router, it can also run at Layer 2.
Forwarding rates for Layer 2 and Layer 3
are the same. For the Catalyst 8510, the
Fast Ethernet forwarding rate is 4.8 mil-
lion pps, and the Gigabit Ethernet for-
warding rate is 5.8 million pps. The
respective rates for the Catalyst 8540 are
19 million and 23 million pps.
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40-Gbps Shared Memory
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Catalyst 8540. In the Catalyst 8510,
every line card can access the fabric at
2.5 Gbps; in the Catalyst 8540, this
number rises to 5 Gbps. The fabric in
both switches is nonblocking, but in the
Catalyst 8540, the eight-port Gigabit
Ethernet card also allows for oversub-
scription into the switching fabric.

For buffering and congestion control,
the Catalyst 8510 has 3 MB of shared
memory, while the Catalyst 8540 has 12
MB. Buffers are allocated dynamically
within the fabric, and the Catalyst 8540
introduces the concept of multiple
queues per port. Each port in the
Catalyst 8500 has four queues. Access
from each queue to the outbound port is
governed by a mechanism called
Weighted Round Robin (WRR), a

means of ensuring that the queues are
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the line cards can switch based on the con-
tent of the FIB. The Catalyst 8500 ports

have the ability to do a lookup when a

packet comes into the switch. When a

packet comes into an ingress port, the local

FIB does a lookup, identifies a port of exit,

then hands it oft to the shared memory to

queue the packet to the outbound port.

MAXIMUM
THROUGHPUT: The
Catalyst 8540 uses a
shared memory archi-
tecture. This type of
architecture eliminates
“head-of-line blocking”
and also provides
maximum throughput
with fewer buffers than
needed in architectures
using per-port buffering
schemes.

Catalyst 6000 Series

Cisco’s new multilayered switching plat-
form, the Catalyst 6000, features a sin-
gle-bus architecture operating at 32
Gbps. All of the ports and line cards con-
nect directly to this switching fabric.
Additionally, on the Catalyst 6500 fami-

ly, crossbar fabric connecters on the back-

FURTHER READING

To learn more about LAN switch architectures and performance, visit these URLs:

® Campus Network Design:

www.cisco.com/warp/public/779/largeent/design/large_campus.html

H Layer 3 Campus Network Design:

www.cisco.com/warp/public/779/largeent/design/L3_backbone.html

m Server Farm Network Design:

www.cisco.com/warp/public/779/largeent/design/server_farm.html






