FOOL'S

GOLD

Data mining avoids results based on

poor-quality data

tatistical analysis techniques, al-
ready widely applied in the
quality control of production
processes, are finding new uses
in the optimization of other im-
portant aspects of manufacturing. For
the first time, via computerization,
managers have at hand a range of tech-
niques to analyze and fine-tune busi-
ness processes, often based on data
drawn from relational database sys-
tems known as data warehouses. And
with such important decisions riding
on this data, one of the key issues
facing corporate data miners has
become data quality.

In the past, many organizations took
data quality for granted. Maintaining
data quality was considered a tactical
chore. Some customer-driven organi-
zations relied on service bureaus for
data entry, while others regarded in-
complete archival data as better than
none at all. According to the Meta
Group, Stamford, Conn., that philoso-
phy changed with the emergence of
the data warehouse and, subsequently,
data mining.

The desire to leverage some of the
benefits of data mining—the nontrivial
extraction of implicit, previously un-
known, and potentially useful informa-
tion from data—has led many organi-
zations to make important decisions
regarding the quality of their legacy
data; after all, faulty information in data
warehouses defeats the purpose of ex-
tracting intelligence from it.

“Preparing data to be mined is 60
percent to 80 percent of this problem,”
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says Mark Brown, data mining pro-
gram manager at SAS Institute, Cary,
N.C. “High-quality data is more im-
portant than the analytic techniques
used to mine it. Clean, detail-level data
should be the main focus in data ware-
housing activities.”

According to the Meta Group, orga-
nizations have used a wide range of
measures to clean their data, from rou-
tine data-entry validation to service
bureaus to software tools. Companies
traditionally check the quality of their
data during routine data-entry or data-
migration operations. In these cases,
data cleansing is part of an overall task.
However, many organizations find
themselves saddled with a data ware-
house full of data acquired haphazardly.

If suspect data is not cleaned prop-
erly, the mining process may result in
faulty information, or what SAS
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With its headquarters set in a campus-like building
complex in Cary, N.C., SAS Institute, over the last two
decades, has grown from a statistical software vendor to
a $653-million supplier of information delivery software,
including data warehousing and data mining tools. (Photo

Researcher Craig Rubendall calls
“fool’s gold.”

“If a manager finds information he
thinks is golden,” cautions Rubendall,
“he should take a hard look at the raw
information. By checking to see if the
raw data is ‘clean,’ the decision maker
can better determine if the information
truly is golden.”

No foolin’

SAS Institute, which offers
a comprehensive solution for
data mining, helps companies
prepare data for mining through
a software tool called the Data
Warehouse Administrator. It
provides a single-point control
for managers of data ware-
houses and simplifies the
setup and management of
multiple data warehouses by
integrating the ways in which
data is extracted, transformed,
and loaded into the data ware-
house. It also provides a
framework for effective ware-
house management through a
metadata-driven architec-
ture, which facilitates busi-
ness subject definition, con-
solidation of business rules,
scheduling of processes for warehouse
maintenance, and integration with
decision-support tools for effective
warehouse exploitation.

LTV Steel Corp., Cleveland, the
world’s fifth largest steel manufactur-
ing company, is one SAS customer that
found itself overloaded with data by
the mid-1980s, after spending years
collecting data both manually and elec-
tronically. The company’s process-
control computers were doing their
jobs, but the engineer responsible for
the delivery and quality of the product
found it difficult to access data. LTV
needed a way to get at data that would
allow continuous improvement of both
product and process.

However, before this could be pur-
sued, the firm used SAS’s data clean-
ing expertise to put its data warehouse
in order. Once the quality of the data




electrical/instrument, and in-house
mechanical. Each group builds its own
projects on the Windows-based sys-
tem. When a major shutdown involv-
ing all four groups is planned, the sys-
tem manipulates data from all the
groups simultaneously to schedule the
overall project.

“We're very proactive about equip-
ment maintenance,” says Wickham.
“When we have a scheduled shutdown,
we make necessary repairs and do as
much preventive maintenance as pos-
sible to ensure that our equipment is in
peak operating condition.”

As pieces of equipment breakdown or
need maintenance, work orders are sent
to the mainframe, which has been cus-
tomized to handle the company’s day-to-
day maintenance requirements. Planners
notify Wickham when a scheduled shut-
down date is approaching. He then down-
loads shutdown jobs off the mainframe
and into the system’s data file, creating
various activities, resources, and relation-
ships related to the project.

“In one area, we may have many
pieces of equipment that need attention
during a shutdown,” says Wickham.
“Using OPP, we schedule the most ef-
fective way to get jobs done as quickly
and safely as possible with a minimum
of resources.”

For a major shutdown, as many as
10,000 activities may need to be com-
pleted in a few weeks. “We could bring
in 600 people on three shifts to work in
an area the size of a city block,” says
Stuart Trahan, a contractor who assists
with scheduling shutdowns.

Key benefits

The solution’s broad range of report-
ing capabilities is one of its primary ad-
vantages, according to Wickham. “We
create high-level overview reports for
upper-level managers that provide the
current status and overall progress in
just a few lines on one page,” he says.
“On the other hand, mechanical crews
doing the work can get detailed reports
showing each individual job to be done
on each day of the shutdown.”

Planners can customize reports in

Maintenance and project management

various ways. For example, they can
roll up several individual projects and
combine them in one report. “They
make their decisions on facts, rather
than guesswork,” notes Trahan. “Due
to the system’s open architecture, we
can add fields, delete them, change the
size, link them or modify the program
to fit our needs.”

“Open Plan lets us schedule multiple
projects involving thousands of activi-
ties and manage a vast number of re-
sources without people tripping over
each other,” says Wickham. “In the
past we tried to do this on paper, mak-
ing it virtually impossible to adjust to
changing conditions and priorities.
Building timelines and bar charts manu-
ally is difficult and cumbersome, and
there is a greater chance for error.”

The company implemented an early,
single-user DOS version of Open Plan
in 1991, and currently is converting to
client/server, running under Windows 95
with 12 users. “We wanted to upgrade
with a network version and take ad-
vantage of the graphical user interface
and better reporting capabilities,” says
Wickham. “We hoped to spend less
time preparing schedules and reports
before and during shutdowns.”

OPP’s project management solution
not only has reduced the time spent on
scheduling labor, but has helped monitor
the life cycle of each separate project. By
managing resource, cost, and time objec-
tives, DuPont’s shutdowns continue to
be cost-effective and productive. |
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Data warehouses are databases optimized for query and analysis, separate from those for
fransactional processing. Metadata is “data about data,” i.e., explaining where and how the
data is organized. Data mining and on-line analytical processing are just some of the tools that
allow “business technologists to get the most out of their organization’s wealth of data.”

was assured, LTV embarked on a se-
ries of impressive data mining projects
aimed at improving product quality.
Since implementing the data ware-
housing solution, the company cites
significant reductions in the time re-
quired to access and analyze data,
and employee productivity has
reached an all-time high.

For instance, LTV Steel has improved
rejection rates in its hot mill through
an inventive data mining procedure. In
the hot mill, the process-control com-
puter reads 15 vital attributes to define
the hot strip being produced. Each of
the 15 attributes are controlled in
microincrements and then summarized
into 240 to 440 incremental readings.
Previously, the process engineer could
view only a limited number of coils
stored on the process computer.

However, the ability to view indi-
vidual coil traces, even traces a year
old, would have helped as problems
manifested themselves. Until the SAS
system was implemented, this had not
been possible because the data was
not in a format that could be used for
statistical analysis aimed at process
or product improvement. To solve the
problem, the process data—stored in 22
separate files with up to 450 variables

per file—is now transferred from the
process-control computer to the main-
frame after a coil is produced.

“With the help of SAS, data was
transformed in the data warehouse so
that, upon demand, an engineer can
request a coil, series of coils, or ran-
dom coils for analysis,” says LTV’s
Robert Scharl. According to Scharl,
since the data warehouse reformation,
one of the rejection classification cat-
egories has undergone a significant
improvement in its rate of internal
rejection, from an average of 0.58
percent to 0.22 percent. The 0.36
percent improvement in the rejection
rate equates to a savings of $6.3 mil-
lion per year.

LTV’s data warehouse has come to
the rescue in other ways. For instance,
one production fore-
man was spending ap-

gin of human error. The investigation
was performed by analyzing the previ-
ous five and subsequent five coils to
identify potential process problems, but
this manual system did not spot poten-
tial problem coils accurately.

LTV’s information technology staff
worked with the foreman to move pro-
duction, rejection, and text files into
the data warehouse. To research re-
jects, the foreman automatically re-
ceives a daily summary report gener-
ated by a simple SQL query, which is
downloaded into a spreadsheet. Daily
summary reports allow the foreman to
access and assimilate accurate data
quickly, decreasing the amount of time
spent analyzing paper-based analysis
methods.

Quality takes a backseat

It would seem obvious that high-quality
data is the hallmark of successful data
mining. The question is, how good does
it have to be? Some data mining experts,
including SAS Institute President Dr.
James Goodnight, consider some data
errors acceptable, and even consider
tainted data warehouses usable, due to
the nature of statistics. “From a statisti-
cal point of view, if you have millions
and millions of records, the fact that a
few of them have bad data is not a
problem,” says Dr. Goodnight. “It’s not
necessary to spend a lot of time worry-
ing about data errors, because in the
long run, you’ll have good mistakes
and bad mistakes—they will cancel
each other out.”

So, what types of mistakes are lurk-
ing in a typical data warehouse? “The
mistakes that creep into data ware-

houses depend largely
on the way the data
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spreadsheet, leaving
room for a wide mar-

tion devices, such as
bar-code readers, scan-
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